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A content-centric future Internet 

•  most Internet traffic today is content transfer 
–  any authentic copy from anywhere would satisfy users 

•  ... but the Internet was designed (>30 years ago) to interconnect
 hosts 
–  find the host holding some contnet, then transfer data to user 

•  many propositions for a new Internet architecture where
 content is a "first class citizen" 
–  users (applications) ask directly for content  
–  implications for naming, security, mobility, routing,... 
–  and generalized use of caching 

•  a need to revisit research on cache performance 
–  computer memory management, web caching,... 
–  to account for particularities of a content-centric Internet 
–  and to evaluate an overlay of content caches over IP (cf. Akamai,...) 



Outline 

•  cache network for content distribution 
•  approximating LRU hit rates 
•  cache network performance 



A network of caches 

•  caching trades off memory for bandwidth 
–  required bandwidth = demand x cache miss rate 
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Content mix 

•  Cisco: 96% of traffic is content transfer 
•  web, file sharing, user generated content (UGC), video on

 demand (VoD) 
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Content mix 

•  Cisco: 96% of traffic is content transfer 
•  web, file sharing, user generated content (UGC), video on

 demand (VoD) 
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UGC .23 108 10 MB 
VoD .23 104 100 MB 



Content mix 

•  Cisco: 96% of traffic is content transfer 
•  web, file sharing, user generated content (UGC), video on

 demand (VoD) 
•  billions of objects, petabytes (1015) of content! 

share objects size volume 
web .18 1011 10 KB 1 PB 

file sharing .36 105 10 GB 1 PB 
UGC .23 108 10 MB 1 PB 
VoD .23 104 100 MB 1 TB 



Content popularity 

•  Zipf law popularity 
–  request rate for nth most popular object, q(n) ∝ 1/nα	

–  eg, for 270000 torrents on Demonoid.me, α = 0.82 
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Content popularity 

•  Zipf law popularity 
–  request rate for nth most popular object, q(n) ∝ 1/nα	

–  eg, for 270000 torrents on Demonoid.me, α = 0.82 

•  web page popularity  Zipf(a), .64 < α < .83 
•  file sharing    Zipf(a), .75 < α < .82 
•  user generated content  Zipf(a), .56 < α < .88 
•  video on demand   Zipf(a), .65 < α < 1.2, Weibull, ... 

•  for our evaluations, we suppose  
–  Zipf(.8) for web, file sharing, UGC 
–  Zipf(.8) or Zipf(1.2) for VoD 



Outline 

•  cache network for content distribution 
•  approximating LRU hit rates 
•  cache network performance 



Cache replacement policies 

•  when a cache is full, some objects must be removed to make
 room for new ones, eg, 
–  least recently used (LRU): replace the object that has not been

 requested for the longest time 
–  random: replace any object chosen at random 
–  least frequently used (LFU): only cache the most popular objects  
–  ... 

•  LFU is optimal among policies that cannot see into the future 
•  LRU appears as a reasonable compromise between complexity

 and performance 
–  objects are indexed by a linked list that evolves at each reqest

 arrival 

most recent least recent 
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Calculating LRU hit rates  
(Che, Tung and Wang, 2002) 

•  cache size C objects, popularity of object n is q(n) 
•  assume "independent reference model" or, equivalently, Poisson

 request arrivals at rate q(n) for object n 

•  "characteristic time" TC is time for C different objects to be
 requested 

•  assume random variable TC is approximately deterministic, TC ∼ tC 
•  then, hit rate for object n is    h(n) = 1 － exp{－q(n)tC} 

•  now,    C = ∑n 1{object n is in cache} 
•  taking expectations,   C = ∑n h(n) = ∑n (1 － exp{－q(n)tC}) 

•  solving numerically for tC yields h(n) 



Accuracy of Che approximation 

•  10000 objects, Zipf(.8) popularity 

1st 10th 100th 1000th 



Accuracy of Che approximation 

•  10000 objects, Zipf(1.2) popularity 

1st 10th 100th 1000th 



Accuracy of Che approximation 

•  16 objects, geometric(.5) popularity 

1st 2nd 4th 8th 



Why is Che so accurate? 

•  the independent reference model 
–  a stationary request process, Pr [ith request is for object n] ∝ q(n) 
–  or, Poisson arrivals of requests for object n at rate q(n) 
–  inter-request times, τn ~ Exp( 1/q(n) ) 

•  assume (wlog) a request for object n occurs at time 0 
•  X(t) = number of different objects requested in (0,t) 

–  X(t) = ∑n 1{τn < t} 
•  TC is time to request exactly C different objects 

–  TC = inf {t>0 :  X(t) = C} 
•  hit rates, h(n) ≈ E [1 － exp(-q(n)TC)]  (ignoring contribution of n to TC) 

t=0 

X(t) 0 1 2 3 3 3 3 4 C 

t . . . 
. . . 

TC 

τn τn 



Why is Che so accurate? 

•  hit rates, h(n) ≈ E[1 － exp(-q(n)TC)]  
•  by definition of X(t) and TC ,   Pr[TC < t] = Pr[X(t) > C] 
•  X(t), a sum of Bernoulli variables, is approximately Gaussian 

•  E[X(t)] :  m(t) = ∑n (1－e－q(n)t) 
•  Var[X(t)] :  σ2(t) = ∑n e－q(n)t (1－e－q(n)t) 

t=0 
t 

X(t) 0 1 2 3 3 3 3 4 C 

. . . 

. . . 
TC 
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Density of X(t) 

•  simulation versus Gaussian approximation 
•  Zipf popularity: q(n) = 1/n0.8 
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•  simulation versus Gaussian approximation 
•  Zipf popularity: q(n) = 1/n1.2 



Density of X(t) 

•  simulation versus Gaussian approximation 
•  Geometric popularity: q(n) = (0.9)n, n ≤ 100 



A central limit theorem 

•  let W(t) = (X(t) － m(t))/σ(t)  
     and let G be a standard normal random variable 
•  we can prove: 

•  i.e., convergence to Gaussian if σ(t)→∞ as t→∞ 
•  in fact, X(t) is Gaussian even for small t and for popularity

 distributions where σ(t) does not diverge (e.g., geometric) 

      

€ 

supx  Pr[W(t) ≤ x] −  Pr[G ≤ x] ≤ 0.56
σ(t)



Approximating h(n)  (1) 

•  recall,    h(n) ≈ 1 – E [exp(-q(n)TC)] 
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Approximating h(n)  (1) 

•  recall,    h(n) ≈ 1 – E [exp(-q(n)TC)] 

•  a first approximation for h(n) !  
•  the Che approximation follows on approximating erfc (see next) 
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Approximating h(n)  (2) 

•  recall,    h(n) ≈ 

•  let tC be the (unique positive) root of  
                     C = ∑n (1 – e-q(n)u) = m(u) 
•  since m(u) is increasing, {m(u) > C} ⇔ {u > tC} 
•  approximate ½erfc{(C-m(u))/√2σ(u)} by 1{m(u) > C} = 1{u > tC}  
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Approximating h(n)  (2) 

•  recall,    h(n) ≈ 

•  let tC be the (unique positive) root of  
                     C = ∑n (1 – e-q(n)u) = m(u) 
•  since m(u) is increasing, {m(u) > C} ⇔ {u > tC} 
•  approximate ½erfc{(C-m(u))/√2σ(u)} by 1{m(u) > C} = 1{u > tC}  
•  thus  

•  i.e., the Che approximation is valid because X(t) is approximately
 Gaussian and erfc can be approximated by an indicator function 

    

€ 

h(n) ≈ 1 −  1 {u > tC} q(n)e−q(n )u  du
0

∞

∫
      = 1 −  e−q(n )tC



Outline 

•  cache network for content distribution 
•  approximating LRU hit rates 
•  cache network performance 



LRU - single cache performance 

•  strong impact of Zipf parameter α	

•  strong impact of object population N  
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Overall hit rate in 2-layer hierarchy 

•  assume independent reference model at level 2 and independent
 cache occupancies (since there are many level 1 caches) 

•  popularity at level 2 
–  q'(n) = q(n) (1-h(n)) 

•  apply Che approximation to derive hit rates h'(n) 
•  overall hit rate = ∑ q(n) (h(n) + (1-h(n)) h'(n)) / ∑ q(n)  

C2 

C1 



LRU hit rate as function of C1, C2  
for N = 10000, Zipf(α) popularity  

•  overall hit rate depends essentially on C1 + C2 

•  strong impact of Zipf parameter 
–  eg, for VoD content 

N = 104, α = 0.8 N = 104, α = 1.2 



Generalized Che approximation for single cache 

•  cache size C bytes, popularity of object n of type i is qi(n), size
 of this object is θi(n)  

•  assume "independent reference model"  

•  "characteristic time" TC is time for different objects of total
 size C to be requested, assume TC ∼ tC 

•  then, hit rate for type i object n is    hi(n) ≈ 1 － exp{－qi(n)tC} 

•  now, C = ∑i ∑n 1 {type i object #n present} θi(n) 
•  taking expectations,   C = ∑i ∑n hi(n) θi(n)  
                                          = ∑i ∑n (1 － exp{－qi(n)tC}) θi(n) 
•  solving for tC yields the hi(n) 



Zipf(0.8) 

Per content type hit rates 

cache size (bytes) 

hit 
rate 
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1 

•  for web, file sharing and UGC, we need O(1014) cache size  
•  for VoD, O(1012) cache size yields high hit rates 

VoD web, 
UGC, 
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Zipf(1.2) 



Cache occupancy by type of content  
– VoD popularity is Zipf(1.2) 

1 

.5 

0 
1012 1014 1010 

cache size (bytes) 

web 

file 
sharing 

UGC 

VoD 

cache 
share 

•  disproportionate cache use, e.g., for 1 TB (1012) cache: 
–  95% share for web, files and UGC for only 5% hit rate 
–  VoD hit rate is 85% but only uses 5% of cache capacity  



Overall hit rates in network 

•  adapt Che approximation as before to account for  
–  mix of types and cache size in bytes 
–  popularity filtering at first level cache 

•  yielding overall per-type hit rate as function of cache sizes in
 bytes, C1 and C2 

C2 

C1 



Overall hit rates 

Zipf(0.8) VoD popularity: 

VoD 

web, 
files, 
UGC 

Zipf(1.2) 



Is ubiquitous caching really a good idea? 

•  level 1 cache cannot be very big, O(1012) bytes, say 
–  for cheap storage in a large number of access routers 

•  significant VoD hit rate but heavy polution from other types 
•  it would be more effective to specialize level 1 for VoD 

•  eg, assume C1 = 1 TB, C2 = 100 TB, VoD popularity = Zipf(0.8) 

level 1 level 1 hit rate overall hit rate 

shared 17% 50% 

VoD only 23% 58% 



Conclusions 

•  cache performance depends on real traffic characteristics 
–  Zipf(α) popularity with α < 1, large volumes ∑ Ni θi = O(1015) bytes 

•  the Che approximation is a versatile tool for LRU performance 
–  accounting for mixed content, filtered popularity 
–  accurate in more general conditions than initially thought  

•  we need a very big cache to significantly reduce traffic due to
 web, file sharing and UGC 
–  ~100 TB (1014) for a 50% hit rate 

•  a smaller cache is sufficient for VoD 
–  ~1 TB (1012) for 100% hit rate if level 1 is dedicated to VoD 

•  the level 2 cache is in fact a network of coordinated caches 
–  optimal design is the aim of our ongoing research 

•  papers: https://team.inria.fr/rap/members/roberts/ 


